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ABSTRACT 

Images are forming an increasingly large part of modern communications, bringing the need for 
efficient and effective compression. This survey aims to give the reader a feel for the wide range of 
ways in which neural network technology has been applied to image compression. M any variants of 
vector quantisation are presented which use the topology preservation of the self-organising map in a 
variety of ways. Image coding using neural networks to guide a classical coding technique have been 
largely overlooked. Some promising contributions in this area are also discussed. Finally, a range of 
transform and predictive coding techniques are described. 

1 Introduction 
With the recent growth of the multimedia industry, 
there is a strong demand for rapid and effective com-
pression of images. Pictures convey a large amount 
of information to the human viewer very quickly, and 
are thus a very important part of the human-machine 
interface. The price to pay for this efficient interface is 
that the amount of data required to represent a raw 
image is many times larger still, typically hundreds 
of thousands of bytes. However, because computer 
technology is evolving rapidly and the user interface 
is becoming the limiting factor in information systems, 
images maximise the rate of data transmission across 
the slowest part of the system. Thus it is up to the 
designers of multimedia systems to find techniques of 
managing the large amounts of data involved, and the 
primary weapon in the designer's armoury is compres-
sion, or coding [46,72]. 

With such a strong demand for image coding, there 
is a continual search for new and more effective methods 
for image coding. Neural networks are another rapidly 
emerging technology which have been applied in many 
ways to this task. This paper will review some of the 
most important recent advances in this dynamic field. 
There have already been several excellent surveys of 
this subject, [25,54], and so this work aims to comple-
ment rather than supplant these. In particular, this 
survey will focus on hybrid systems, in which neural 
networks are integrated into existing proven techniques, 
and some aspects of vector quantisation not explored 
in the previous contributions. Neural techniques will 
also be put in context by describing at some length the 
comparable classical techniques. 

A neural network will be considered to be any 
computing structure composed of many similar, simple 
computing elements, each calculating the weighted sum 
of several inputs, and producing as output either the 
sum or a simple non-linear function of the sum: 

(1) 
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Each x; may be either an input to the network or the 
output of another " neuron, and each Yi may be an 
output of the network, an input to any number of other 
neurons, or both. Clearly neural networks consist of 
very simple processing elements, but their simplicity 
allows massive parallelism. This is well suited to image 
processing, since images consist of large amounts of 
data, and many of the processes to be performed are 
quite simple. 

The rest of this paper is organised as follows. Sec-
tion 2 describes various aspects of vector quantisation 
using neural networks. Section 3 describes ways in 
which neural networks can be incorporated into existing 
coding techniques. Section 4 describes various ways in 
which neural networks can implement transform cod-
ing, which is currently the most popular type of coding. 
Finally predictive coding is covered in Section 5. 

2 Vector Quantisation 
Vector quantisation (VQ) [2,32,35,66,73] is a popular 
technique for low bitrate image coding. One of its main 
attractions is that it is an asymmetric coding paradigm, 
which means that most of the work is performed (once) 
by the encoder, and the decoder is very simple and can 
be implemented in real time by a PC of modest power. 

Vector quantisation can be viewed in two ways, ei-
ther as a generalisation of scalar quantisation, or as a 
block matching scheme. The former view is useful when 
using VQ as post-processing for another scheme, while 
the latter is more useful when coding images directly 
with VQ, and is the view which will be taken here. 

An image to be coded is divided up into small 
blocks, typically 4 X 4 pixels in size. Each block is 
compared to the entries of a codebook consisting of a 
large number of typical blocks. The most similar block 
in the codebook is then selected, and the index of the 
block in the table, the codeword, is transmitted. If the 
table contains 2N entries, then only N bits are required 
to transmit the index, which is usually much less than 
the number required for the raw image data. 

•1. Andrew is supported by an ATERB scholarship. 
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One of the main tasks of the VQ designer is to de-
sign the codebook. By far the most common classical 
techniques are the generalised Lloyd algorithm (GLA) 
and the closely related LBG algorithm, both introduced 
in [61]. 

Decoding a VQ data stream is a simple matter of 
table lookup, but encoding requires the selection of the 
nearest codevector, which can be quite computationally 
intensive. Much effort has been devoted to trying to 
minimise this time, including many suboptimal meth-
ods which find a close entry rather than the closest. 

2.1 The Self Organising Map 
Before studying the ways in which neural networks have 
been used for vector quantisation, it is worth taking 
a look at the most widely used neural VQ algorithm, 
Kohonen's Self Organising Map (SOM) [51-53], which 
is also the basis for most other techniques. 

An SOM consists of a layer of linear neurons with 
a common input vector, followed by a winner-take-all 
(WTA) layer . Each neuron in the first layer calculates 
the Euclidean distance between its weight vector and 
the input vector, and the second layer selects the neuron 
with the smallest distance as the winning neuron. 

During training, the weights of the neurons are up-
dated after each training vector has been presented. If 
the training vector is x, neuron r is the winning neuron 
and w& is the weight vector of neuron s, then w. is 
updated according to 

(2) 

where 0 < 1J :::=; 1 is the step length and hr• is the 
neighbourhood function of the network. In general 1J 
and hrs will vary as training proceeds. 

A topology preserving map is usually described as 
an ordered mapping from an input space to an output 
space. The input space is the set of weight vectors (or 
input vectors), but so far no output space has been 
defined. The output space corresponds to the positions 
of the neurons relative to one another. In the original 
work [51], neurons were arranged in a flat sheet either 
at the vertices of squares or of triangles. In this case, .a 
topology preserving mapping means that nearby neu-
rons should have similar weight vectors, and conversely 
that similar input vectors should map to nearby neu-
rons. 

2.1.1 Attributes 
A key property of the SOM is the variable magnification 
factor of the map, which allocates more neurons to re-
gions of higher probability. It was initially thought [50] 
that the neuron density is directly proportional to the 
probability density, p, although later studies [65,85,86] 
have shown that it varies as p•, where the value of s 
depends on the precise variant of the algorithm used, 
but is typically either 2/3 or 1/3. This turns out to 
be even better suited to VQ tasks than if the neuron 
density had been exactly p, as explained in section 2.3. 

Purely competitive schemes, such as the GLA, usu-
ally suffer from a problem known as the underuse prob-
lem. Some neurons never win the competition, and 
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hence are not updated. As a result, many of the neu-
rons are "wasted". Since updates cause neurons to be 
more representative of the input, neurons which are not 
updated do not become more representative, and so still 
always lose. Assuming the neighbourhood function de-
fines a connected map, the input distribution does not 
contain any delta functions and its support is convex, 
this problem cannot occur with the SOM. At least one 
neuron must win, and s.o it is updated. But all of its 
neighbours are also updated, and so eventually they 
are drawn to within the region of non-zero probability. 
When these neurons start to win, their neighbours get 
updated, and so eventually all neurons will compete. 

2.2 Neural Vector Quantisation 
Despite the great similarity between the GLA [61] and 
the SOM algorithm [51], it was not until several years 
after their introduction that the SOM was applied to 
VQ codebook generation [74]. Since then, the SOM and 
related algorithms have been extensively applied to this 
task. Many of the implementations simply treat the 
SOM as an incremental form of the GLA, discarding 
the neighbourhood concept, although in many cases 
the neighbourhood structure has been used to great 
advantage, as the following examples show. 

2.3 Avoiding Local Optima 
Both the SOM and the GLA are competitive learning 
schemes, in which neurons compete for the right to be 
updated. Thus neurons which are the least suitable 
are also those which learn the least, and many neurons 
can be wasted. This is termed neuron underuse and is 
a .form of local minimum in the error surface. It can 
be avoided by suitable initialisation or by encouraging 
neurons to win when they would not otherwise. 

Although the GLA is often called the LBG al-
gorithm, this term also often denotes an initialisa-
tion technique which minimises underuse [61]. In this 
scheme, a series of code books is designed, each twice the 
size of the previous. Each initial codebook is generated 
by splitting the neurons of the previous codebook. It 
has been shown [3,7] that this corresponds to a well 
defined SOM neighbourhood, making the LBG algo-
rithm a special case of the SOM algorithm. A similar 
technique has also been used for SOM vector quan-
tisers combining splitting with explicit neighbourhood 
updates [64]. 

Numerous other techniques have been proposed to 
address this problem explicitly [1,23,36,37,94,95,100]. 
These all explicitly favour the underrepresented neu-
rons in the competition, which is quite effective and less 
computationally expensive than neighbourhood updat-
ing. However, they aim to produce maximum entropy 
quantisers, with equiprobable neurons, arguing that be-
cause such an arrangement produces a VQ output with 
maximum entropy, it must be optimal. Vector quan-
tisation theory [31] shows that the optimum is for the 
partial distortion to be the same for each neuron; that 
is, if the distortion introduced each time the neuron is 
used to quantise a block is added up, then each neuron 
should have the same total. That way neurons with 
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higher expected error are less common. Explicitly forc-
ing this partial distortion to be uniform [99] produces 
better results than forcing equal frequency of use. 

Neural techniques for generating maximum entropy 
scalar quantisers have also been proposed [101]. How-
ever, there are very efficient non-neural algorithms to 
design such quantisers. A simple method to train a 
k level quantiser from n training samples is to sort 
the data, and then the ith threshold will be the nfkth 
sample. If n ~ k it is not even necessary to sort the 
list perfectly as long as the n/kth sample is correct. 
Partial sorting can be achieved cheaply by using a mod-
ified quicksort algorithm which does not sort partitions 
which are entirely within one quantisation level, giving 
an O(nlogk) running time [4]. 

2.4 Noise Robustness 
In any data transmission or storage system, it is in-
evitable that there will be noise. That is, the data 
which comes out will not be identical to that which 
goes in. When they are not the same it is called a 
channel error. This is particularly important in sys-
tems which use any form of data compression, since 
compression typically increases the sensitivity of the 
data to such errors. It is therefore important to design 
coding schemes which are not overly sensitive to noise. 

The SOM algorithm produces codebooks which are 
quite robust to noise. This fact is really quite amazing 
since the SOM was not even designed for VQ, let alone 
VQ for a noisy channel. It was first observed by Brad-
burn [11] in the case of scalar quantisation of speech 
signals, and using a hypercube neighbourhood. Since 
then, the the robustness of other neighbourhoods [7] 
and the effect of other channel models [48] have been 
studied in the context of vector quantisers. 

The reasons for this phenomenon are that the SOM 
learning rule explicitly encourages neighbouring neu-
rons to be similar to each other, and that not all channel 
errors are equally likely. A common simple model of a 
channel is the low noise binary symmetric channel. In 
this model, when a number is transmitted, at most one 
bit will be in error, and all possible bit errors are equally 
likely. The system will be least sensitive to errors if 
the codevectors corresponding to codewords which may 
be confused are similar. In a hypercube, two vertices 
are adjacent if their vertex numbers differ in one bit. 
Thus using SOM updates with a hypercube topology 
encourages codevectors to be similar if their codewords 
are likely to be confused by common channel errors. 
The number of wrong codevectors will be unchanged, 
but the severity of the image degradation will be greatly 
reduced. 

Luttrell [63] has provided a formal mathematical 
treatment of this effect. He derived the SOM algorithm 
as a gradient descent on the expected reconstruction 
error given small amounts of noise. The derived neigh-
bourhood function is 

hr• = Pr(slr). (3) 

That results in the weight vector of neuron s being the 
weighted mean of all possible vectors which may be 
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received as s. For optimal coding, the encoding rule 
should also take the noise level into account [65]. 

2.5 Adaptive Coding 
In the context of image coding, adaptivity can mean 
a variety of things. In its truest sense, an adaptive 
coder will learn from the data it is fed, and adjust its 
structure accordingly. It can also mean that the coder 
has many possible modes of operation, and the mode 
of operation is selected according to the input data. 
Coders of this second type do not actually learn and 
thus cannot improve over time, but are nonetheless very 
effective at coding images. A much vaunted benefit of 
neural networks is their ability to adapt to suit their 
environment. Thus many adaptive neural VQ schemes 
of the first type have been proposed [6 ,55 ,58 ,68]. 

In [68], a scheme is proposed in which the coding 
distortion is constantly monitored. When the distortion 
becomes too high, each neuron introducing excess dis-
tortion is adjusted towards the centroid of those blocks 
which it was used to represent. A side channel is then 
used to flag the adaptation event, indicate which code-
vectors need to be updated, and transmit the centroids. 
Because the decoder knows the SOM training rule, it 
can mimic the encoder's update. A simple improve-
ment to this scheme would be simply to transmit the 
new codevector, rather than the centroid. This would 
reduce the computation required at the encoder, with 
no sacrifice of bit rate or computation at the encoder. 
More importantly, it would reduce the dependence on 
the current state, and thus transmission errors would 
not propagate, vastly increasing the noise robustness of 
the system. 

Lancini et al. (55] present a scheme loosely based 
on a classical scheme [33]. In [33], temporal redun-
dancy is removed by storing a label map, containing the 
codewords used in each frame. When coding the next 
frame, only those codewords which have changed need 
be transmitted. For this scheme to be most effective, 
codevectors should change as little as possible, and so a 
new codebook was designed by iterative improvement of 
the current code book. In [55], the label map is replaced 
by motion compensated prediction, and the prediction 
error is transmitted, removing the need for minimal 
change. Adaptation is performed by generating a very 
small codebook (32 entries) and replacing some of the 
codevectors in the main codebook by those from the 
small one. 

Lee and Peterson [58] describe an interesting adap-
tive scheme. As well as transmitting the codeword for 
the closest codevector, the quantisation error is coded 
by a second stage lattice VQ [19]. The reconstructed 
vectors can be used by the decoder to follow the adap-
tation in the encoder. The particular adaptation algo-
rithm used is SPAN, which allows neurons to be added 
to or deleted from a SOM in an ordered way, but the 
scheme can be used with any adaptation rule. 

All of the preceding algorithms use a separate data 
stream, or side channel, to transmit information re-
quired for the adaptation. (In [58] this is also used 
as part of the actual coding, but it is still a form of 
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side channel.) In contrast, the scheme of [6] uses no 
side channel, instead performing adaptation based en-
tirely on the quantised image. A suitable training set is 
generated from the quantised image by selecting blocks 
which are not aligned with the blocks used in the coding 
stage, and then enhancing their contrast to allow the 
dynamic range of the quantiser to be expanded. In this 
scheme, the receiver can learn quite a good model of 
the source it is coding without ever having been given 
explicit information about the source. 

2.6 Predictive Vector Quantisation 
One way of removing inter-block redundancy is predic-
tive vector quantisation (PVQ). From the surrounding 
blocks, a prediction of the target block is made, and 
the difference between this predicted block and the true 
block is coded [38]. Thus PVQ is the vector general-
isation of DPCM (section 5) . As with DPCM, neural 
networks can be used for the prediction step [71]. 

Another form of predictive quantisation, called ad-
dress predictive VQ (APVQ) codes the actual blocks 
but then transmits the difference between the codeword 
and the previous codeword [71,81] . Thus it transmits 
movement of a pointer within the codebook rather than 
transmitting the absolute position. If the codebook is 
arranged such that similar vectors are close in the code-
book, correlation between vectors will result in trans-
mitting smaller displacements, which can be coded in 
fewer bits than the absolute addresses. The path coding 
of [58] can also be viewed as APVQ. It codes the path 
through an SOM map which runs from the previously 
used block to the next block, which essentially predicts 
that the next vector will be the same as the current 
one. 

To take advantage of the smaller displacements, a 
variable length code must be used. This can be stan-
dard entropy coding [44,104] or codes aimed at coding 
small number [34), all of which are quite sensitive to 
bit errors . A simple alternative used in [71) is to code 
all displacements below a threshold with one length 
and all those above it with a different length. This 
scheme has the disadvantage of requiring an extra bit 
to specify which length has been used. However, if 
this information is sent along a side channel it may be 
compressed and more importantly coded with an error 
correcting code. This means that there will be no loss 
of synchronism if a bit error occurs in the main channel, 
as the block lengths will be known. 

2.7 Winner Selection 
Once the codebook has been determined, the other 
major task in designing a VQ system is determining 
the encoding procedure. In a neural implementation, 
that means determining how to select the winning neu-
ron. This problem gets much worse as the rate of the 
code increases, because sequential search time increases 
linearly with codebook size, and so exponentially with 
rate. Two main approaches have been taken: imposing 
a structure on the codebook which allows fast subopti-
mal searching, and finding fast algorithms to find the 
optimal match. If a neural coder is implemented in 
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hardware then it has a third option of hardware winner 
selection. 

2. 7.1 Structured Codebooks 
Much of the current research into classical VQ is cen-
tred around ways of reducing the size of the codebook 
to be searched. The two most common approaches 
are product code vector quantisation, and reducing the 
fraction of the codebook searched. 

Product code VQ essentially separates out some at-
tributes of the vectors which are then coded separately. 
Examples are shape-gain VQ [88] and mean-removed 
VQ [76]. These normalise the vector by either sub--
tracting the mean pixel value, or scaling by the pixel 
variance. This separated value is then scalar quantised 
separately. The number of typical normalised vectors is 
much less than the number of typical vectors before nor-
malisation, and so the codebook can be much smaller 
than in raw VQ techniques. 

In finite state VQ the encoder has a number of pos-
sible states it can be in. Each state has an associated 
codebook, and for each codebook entry it has a par-
ticular next state. As coding progresses, the encoder 
searches the small codebook for the current state, and 
then moves to the next state. If the decoder knows 
the initial state, it can follow the state transitions and 
always use the correct codebook. Because each state's 
codebook is smaller than the total codebook, both the 
search time and the number of the number of bits 
required to specify the codeword are reduced. If the 
states consist simply of the previous codeword sent then 
there can be a very large number of states, and thus 
a· large number of codebooks. Neural networks have 
been used [67] to cluster these states and thus produce 
a system with a more manageable number of states. 

Binary searching is an effective way of locating an 
item in an ordered list. Tree search VQ [12,90] is an 
adaptation of binary searching to the multidimensional 
case of VQ. The codebook is organised as a (possibly 
balanced) binary tree. To code a vector, the tree is 
searched from the root. At each level, the input vector 
is compared to each of the children of the current node, 
and search proceeds from the closer of the two. The 
tree is designed such that the vector which is finally 
selected is a good approximation to the input vector, al-
though not necessarily the best. Neural networks have 
been used to design such codebooks. In [17] a SOM 
neighbourhood was proposed in which the strength of 
interaction between neurons is based on their distance 
along branches of a tree rather than their positions in 
Euclidean space. The SOM is used very differently 
in [9'7], which uses a tree structure in which each layer 
consists of an entire SOM rather than simply two neu-
rons. 

2. 7.2 Fast Searching 
Most neural codebook generation techniques have not 
been adapted to generate such structured codebooks, 
and so full search techniques must be used . . When a 
neural network is implemented serially, such as on a 
general purpose computer or a DSP chip, the designer 
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can draw on the wealth of classical fast searching tech-
niques [9,43,57,60,84,87,96]. Some of these simplify the 
actual distance calculations by not considering all of the 
dimensions [9] or reducing the arithmetic required [87], 
but most of them reduce the number of distance cal-
culations required by applying relations such as the 
triangle inequality in a variety of different ways. 

2. 7.3 Hardware Winner Selection 

The problem of winner selection is fundamentally dif-
ferent in parallel hardware than in a serial implemen-
tation. In a serial implementation the slow part is 
calculating the distance of the input to each of the 
codevectors. In analog hardware this can be performed 
in parallel as a collection of inner products performed 
by a conductance array (see Section 4). However se-
lecting the smallest distance (the largest inner product) 
requires interaction between neurons and is thus much 
more difficult to parallelise. Many architectures to 
select the largest input, called winner-take-all (WTA) 
networks, have been proposed [5,62,89,105,107,108], as 
have many transistor level implementations [26,39,56, 
80,91]. 

The PAirwise Comparison NETwork (pacnet), de-
scribed in [62], is one of the earliest architectures. It 
consists of a layered tree-like structure in which inputs 
are compared pairwise and the larger is passed on to 
the next layer. This network takes O(log n) time to find 
the largest of n inputs, but only takes 0( n) hardware. 
Maxnet is another early WTA network, which forms 
the basis for most recent architectures. Each neuron 
has positive feedback from itself and negative feedback 
from the others: 

dx· ~ 
-d' = af(xi)- b L.J(xJ) 

t ·~· 3-r-' 

(4) 

where f is a sigmoidal activation function. The coeffi-
cients a and b can be selected such that the activation 
of the largest neuron increases while those of the others 
decrease, eventually leaving one neuron fully on and the 
others fully off. This network takes O(n2 ) hardware 
for the pairwise inhibitory connections, and time which 
depends on the separation of the activations of the two 
largest neurons. 

One solution to the quadratic hardware complexity 
is to notice that much of the feedback is common to all 
neurons [89]. By rearranging ( 4) as 

dx· ~ -d' =(a+ b)f(xi)- b LJ f(xj), 
t . 

(5) 
J 

produces an architecture which has O(n) hardware 
complexity and unchanged dynamics. 

One problem with maxnet is that, as the number 
of competing neurons decreases, the strength of the 
inhibition decreases and convergence slows down. This 
may be overcome by increasing the strength of the in-
hibition, b, as the network converges [107]. Although it 
is difficult to change a weight in a hardware implemen-
tation, this may be combined with the ideas of [89] by 
clipping the total inhibition term [5]. 
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Several other enhancements [105,108] have been 
proposed which provide better performance than 
maxnet, but are quite complex and so less suitable for 
hardware implementation. 

2.8 Block Truncation Coding 
Block truncation coding (BTC) is a similar technique 
to product code VQ. In a BTC system, the image is 
divided into blocks and a coarse quantiser is designed 
for that block. Originally the quantiser was a single 
bit quantiser whose two levels are chosen to preserve 
the mean and standard deviation of the block, although 
more recent methods have found minimum mean square 
error (MSE) quantisers [98]. It has been shown that a 
Hopfield network is capable of generating such a quan-
tiser [82,83]. The results of [82] are 1/3 dB better than 
one of the popular methods [98], although there are 
other classical methods [70] which provide similar per-
formance. 

3 Hybrid Coding 
There are many well established techniques for image 
coding, which have been tuned for very high perfor-
mance, such as JPEG and MPEG [14,29]. Rather 
than throwing away all of that work and starting from 
scratch with a neural coder, it is often possible to use 
neural networks as an adjunct to existing techniques, 
providing them with some "intelligence". In this sec-
tion, several ways of enhancing traditional techniques 
by the addition of neural networks will be described. 

3.1 Region of Interest Detection 
In many cases, not all parts of an image are of equal 
importance. One very clear example of this is in video-
phone sequences, which generally co11sist of a head-
and-shoulders view of a person and a large area of 
background. Almost invariably the viewer will be more 
interested in the facial features than in the rest of the 
image, and the background will be of very little inter-
est. For this reason, it is often possible to transmit 
the same useful information much more compactly by 
concentrating coding effort on the face. But how does 
the coder know where the face is? It requires a neural 
network, or some other form of artificial intelligence, 
to identify the region of interest (ROI) and adjust cod-
ing accordingly. Of course, what is interesting in one 
context need not be interesting in another (even neural 
networks cannot read the mind of the viewer!), and 
so such schemes are very domain specific. However, 
the potential gains are sufficient that these schemes are 
worth pursuing in many instances. 

One such scheme [47] uses DCT coefficients to clas-
sify blocks as interesting or otherwise. A feedforward 
network is trained to identify edges, which are all 
considered interesting. If no edge is detected then a 
smaller set of the DCT coefficients is fed to a second 
network which distinguishes between interesting and 
non-interesting non-edges. Interesting blocks are then 
coded with greater precision. A gain of around 2 dB is 
reported, and because the scheme is designed to max-
imise perceptual quality of the images, rather than the 
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PSNR, this figure can be expected to underestimate the 
improvement. 

3.2 Feature Detection 
Domestic videophones operating over standard tele-
phone lines will need extremely high levels of compres-
sion. Two promising techniques offering very high com-
pression of video signals are model-based coding [27 ,59] 
and object oriented coding [42]. Both of these ap-
proaches aim to code the semantics of the image, rather 
than just the pixel values. They treat a scene as be-
ing composed of moving objects which have texture 
"mapped" onto them by advanced computer graphics 
techniques. In such schemes, it is vital to locate impor-
tant features of the scene, such as the eyes and mouth 
in a head-and-shoulders view. This is more than simply 
determining the quality to use in the chosen region, but 
fundamentally affects the nature of the resulting scene. 

Among the many other techniques for detecting 
such features, several neural network approaches have 
been tried [45,102]. In [45] an SOM (see section 2.1) is 
used to design a template matching system to detect 
eyes. This system did not explicitly use the order-
ing of the map in the classification phase and so is 
essentially a template matching scheme. However, it 
differs from most template matching schemes in several 
ways. Rather than registering a feature when the match 
between the input and a feature template is above a 
threshold, there are both "feature" and "non-feature" 
templates, and a feature is registered when the best 
matching template is a "feature" template. In addition, 
the templates are not taken directly from real features, 
but are generated by presenting examples of features 
and non-features and letting the network generate its 
own templates. This allows the number of templates to 
exceed the number of training samples. 

An entirely different approach was taken in [102], 
where an ensemble of feedforward networks is used to 
locate facial features. A multiresolution approach is 
taken, in which a very coarse image is first scanned to 
locate possible feature locations, and then the likely re-
gions are scanned in the full resolution image. Because 
the structure of a face is already known, it is possible 
to filter out many implausible combinations of feature 
locations, say with the mouth being in line with the 
eyes. 

Both of these schemes are almost sufficiently accu-
rate for coding purposes. 

3.3 Motion Estimation 
In many schemes for coding moving images it is im-
portant to estimate the motion of parts of the scene. 
However, in model based coding, three dimensional mo-
tion rather than two dimensional motion is required. 
This is normally done by solving a system of non-linear 
equations describing the projection from three dimen-
sional to two dimensional space. However, this is very 
computationally expensive, and since the computation 
must be done in real time, a faster method must be 
sought. Approximate motion parameters can be ob-
tained quickly by feeding the two dimensional motion 
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vectors from several points in the image into a neural 
network. In [28], classical techniques were used to lo-
cate features in the face. The offsets of these points 
from reference positions were fed into a feedforward 
neural network which had been trained to output the 
three dimensional poise (position and orientation) of 
the head. Poise rather than motion was estimated so 
that small errors in the estimate do not build up over 
time. 

3.4 Pre- and Post-Processing 
Another way in which neural networks can assist con-
ventional image coding techniques is in pre- or post-
processing. Post processing typically involves some 
form of filtering to mask the degradation introduced 
by the coding. Clearly this cannot add any information 
back into the image, but it can make the image appear 
more realistic by removing artificial structure. 

One very common form of postprocessing is block 
removal. Many coders, such as transform coders used 
in JPEG and MPEG, and VQ based coders, divide 
an image up into small blocks and treat each block 
separately. This generally produces clear discontinu-
ities at the boundaries between blocks, known as the 
blocking effect. Many schemes have been proposed to 
combat this problem by smoothing the output (for ex-
ample [106]), including some neural solutions [40]. This 
problem is essentially non-linear since linear filtering 
simply blurs the entire image, and so the ability of 
neural networks to act as non-linear filters is ideal for 
this task. 

4 Transform Coding 
A common technique for reducing redundancy in a sig-
nal is to transform it so that successive samples are 
statistically uncorrelated. The most common type of 
transformation is a linear transformation, which corre-
sponds to expressing the signal with respect to a dif-
ferent basis. In general, a linear transform is given by 
x = Ay, where x is the input domain vector, y is the 
transform domain vector, and A is the matrix whose 
columns are the basis vectors of the transformed space. 
If A is orthonormal, then the transformed vector can 
be found from y =AT x, since A- 1 =AT. 

The input stage of a neural network essentially con-
sists of the multiplication of a vector by a matrix, 
which makes neural networks ideally suited to trans-
form tasks. It can be implemented quite simply in 
hardware by applying a vector of voltage sources to 
an array of conductance elements. The sums of the 
resulting currents can then be calculated and converted 
back to voltages (see for example [20]). Thus any linear 
transform can be implemented simply in neural hard-
ware. 

4.1 Principal Component Analysis 
By far the most common transform to be used with neu-
ral network technology is the Karhunen-Loeve trans-
form (KLT). This is treated extensively in [25], and 
the interested reader is strongly urged to consult this 
survey. It will be summarised here for completeness. 
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The KLT, also known as principal component anal-
ysis (PCA), is a well established statistical technique 
used to preprocess data [49]. It is a linear transform 
which decorrelates random vectors by projecting them 
onto the eigenvectors of the autocorrelation matrix. 
Discarding components corresponding to small eigen-
vectors is an optimal form of compression in the MSE 
sense [30]. Unlike other linear transforms such as the 
DCT, DFT or Hartley transform, there is no simple 
closed form for the basis vectors of the KLT, and so 
the vectors must be determined by examining a large 
training set. Among the many techniques for doing 
this, there are numerous neural techniques [8,41,77,78]. 
These generally train a three layer feedforward network, 
linear or otherwise, with m input and output neurons 
and n < m hidden neurons. When the network is 
trained the target output is the same as the input, so 
that the network weights adapt such that the hidden 
layer activations form an optimal n dimensional repre-
sentation of the input vector. Thus the weight vectors 
mapping from the hidden layer to the output form a 
basis for the space spanned by the n principal vectors 
of the KLT (although they need not be the same actual 
vectors). Some work has been done on finding the 
true KLT components [78], although image coding is 
primarily concerned with finding an orthonormal basis 
for the subspace spanned by the principal components. 

4.2 Traditional Transform Coding 
In addition to determining and implementing the op-
timal KLT, neural networks have been applied to the 
task of performing more traditional linear transforms 
such as the DCT and DFT [13,18,20,69,92]. Since 
any linear transform consists of the multiplication of 
a vector by a matrix, any such transform can be im-
plemented by a simple single layer linear feedforward 
neural network. However, most proposals have involved 
much more complicated systems than that, as discussed 
below. 

It has been noted [13,18] that the joint operations of 
transformation and quantisation/analog-to-digital con-
version can be formulated as a single quadratic optimi-
sation task which can be implemented by a Hopfield-
Tank linear programming network [93]. Unfortunately 
this scheme has many deep local minima caused by the 
very badly conditioned way in which the number of '1' 
bits in a number relates to its magnitude. One solution 
proposed to this problem [69] is to remove the feedback 
connections. This results in an ADC which calculates 
the bits in order from most to least significant, just like 
a standard binary approximation ADC. Its strength lies 
in its parallelism which allows partial computation of 
the lower order bits before the higher order bits have 
entirely settled. However, the input to this ADC is now 
the transformed image rather than the original image, 
and so the original aim of unifying the two aspects of 
coding has not been achieved. 

In another attempt to implement to use neural net-
works for linear transforms [20], a Hopfield-Tank circuit 
was used to implement the discrete Hartley transform 
(DHT) and thence the complex OFT. This scheme was 
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shown to have very rapid convergence and be insensitive 
to errors in the weight matrix. However, it was later 
pointed out [92] that a simple modular network, with 
only local connections, can achieve the same accuracy 
and faster computation due to the local nature of the 
feedback. 

4.3 Gabor Transform 
The Gabor transform is a common tool in image anal-
ysis which can also be used for image coding. It is a 
form of optimal compromise between a spatial domain 
and a frequency domain representation, and can thus 
be thought of as an optimised version of the DCT ( al-
though the DCT has other properties which make it 
better suited to image coding). 

Although it is a linear transform, the Gabor trans-
form is less easy to perform than most linear transforms 
for several reasons. Firstly it is not orthogonal and 
secondly it is not in general separable. If the transform 
matrix, A, is orthonormal, then the transformed vector 
can be found from y = ATx, since A-1 = AT . If 
the transform is not orthogonal, then A-1 must either 
be found in closed form or be computed in advance 
and stored. That is where the problem of separability 
arises. Most common two dimensional transforms are 
the formed by performing a one dimensional transform 
along one axis and then performing a second transform 
on this data along the other axis. Thus data of size n x n 
requires a matrix of size n x n. A general inseparable 
transform must be performed on the entire data set 
in a single step, requiring a transform matrix of size 
n2 x n2 . With a typical image of size 256 x 256, it is 
feasible to store A- 1 for a separable transform but not 
for an inseparable one. It is for this reason, rather than 
because it is not orthogonal, that the Gabor transform 
is challenging. 

Daugman [21,22] proposed a relaxation algorithm to 
calculate the Gabor transform, which has been taken 
up by other researchers [103]. Although neither the 
forward nor inverse matrices can be stored, there is a 
closed form expression for the reverse transform which 
allows it to be calculated at run time. The algorithm 
thus finds approximate transform coefficients, performs 
the inverse transform and then updates the coefficients 
to reduce the reconstruction error. Although this is 
termed a neural network, it does not have the prop-
erty of hardware realisablility usually associated with 
neural networks. To perform the inverse transform in 
hardware would require the storage of a matrix just as 
large as that required by the forward transform. Thus, 
after the initial cost of inverting the matrix, the direct 
implementation would again be simpler. Despite this, 
the algorithm is a useful way of performing a difficult 
transform in software. 

5 Predictive Coding 
A simple approach to waveform coding is predictive 
coding, or differential pulse code modulation (DPCM) 
[15,75], in which the next sample is predicted from the 
previous samples. The prediction error usually has a 
lower rate-distortion function [10) than the original and 
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may thus be coded more concisely. The prediction may 
be based on one previous sample, or a linear combi-
nation of several. An obvious extension from linear 
predictors is the use of non-linear predictors such as 
neural networks [24]. The application of neural net-
works to predictive coding is also covered well in [25], 
and the interested reader is again referred there. 

Care must be taken in comparing linear and non-
linear predictors. For example, in [24] a neural predic-
tor with over 100 parameters is compared with a linear 
predictor with only three, each using three pixels. A 
fairer comparison, in terms of training time and ex-
ecution speed, would be with a linear predictor with 
say six parameters, which would consider six preceding 
pixels. A slight drawback of using more pixels is that 
the predictor cannot be used as dose to the borders of 
the image. 

One non-linear approach not using neural networks 
classifies the reference pixels as "light" or "dark", and 
has a separate set of coefficients for each wmbination 
oflight and dark [16]. This scheme has n2n parameters 
for n pixels of context as well as one very important 
parameter, the threshold between light and dark. The 
threshold can be selected by use of the image histogram, 
and once it has been selected the remaining predictor 
coefficients can be determined optimally from a suffi-
ciently large training set. Thus despite the large num-
ber of parameters, this scheme would not suffer from 
the problem of local optima which plagues large neural 
networks. 

A common technique for speech coding is linear 
predictive coding (LPC), in which a linear predictor 
is designed for each short section of speech. Instead of 
using a static predictor and transmitting the prediction 
error, LPC transmits the entire model (predictor) to 
code the signal. This technique can also be used for im-
age coding [79,109]. Since neural network models have 
notoriously large numbers of parameters, this coding 
scheme, although ostensibly similar to the predictive 
coding of the previous paragraph, is quite unsuited to 
neural network technology. 

6 Conclusion 
This paper has described a wide range of ways in which 
neural networks have been applied to the task of image 
coding, including some less well known techniques as 
well as the more common ones. Most of the tech-
niques mentioned are competitive with the correspond-
ing classical techniques. However, none of the schemes 
provides comparable performance to the best classical 
techniques, DCT and subband coding. The DCT, in 
the form of the JPEG standard, has been optimised 
into an extremely effective compression method which 
dominates current usage. Despite this, the simplicity of 
the paradigms on which the neural network techniques 
are based allows them to be implemented in less expen-
sive hardware, and so they successfully comlement the 
more powerful techniques, rather than competing with 
them. 
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